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1 Introduction

A packing-covering pair of linear programs (LPs) is given by

max{cTx : ATx ≤ b, x ≥ 0} = min{bT y : Ay ≥ c, y ≥ 0}, (1)

where A is a non-negative m× n matrix, and b and c are non-negative vectors.
Covering and packing LPs commonly arise as linear programming relaxations of many im-

portant combinatorial problems. For example, the LP relaxations of the set packing problem,
the independent set problem, and the matching problem are packing LPs. The LP relax-
ations of the set cover problem, the vertex cover problem, and the dominating set problem
are covering LPs.

In this paper we are mainly concerned with the (1+ε)-approximation algorithm presented
by Koufogiannakis and Young [4]. This algorithm returns a feasible primal and dual solution
whose costs are within a given factor 1 + ε of the optimal solution. It runs in time O(N +
(n+m) log(N)/ε2), where N is the number of non-zero entries in the constraint matrix. We
will adopt this algorithm to the parallel setting in two different ways: Instead of updating a
single entry in the primal and dual solution vector per iteration, we update a few randomly
chosen entries. A seconds way to make the algorithm more amenable for parallelization is to
replace the randomized updates of a single entry in the primal and dual solution vector with
a deterministic update of many entries in the primal and dual vector. Although such a step
can be implemented efficiently in parallel it increases the time per iteration. On the other
hand, one update of multiple entries in the primal and dual vectors in one iteration will make
the primal and dual vectors converge to the optimal solution much faster which leads to a
fewer number of iterations.

The algorithm by Koufogiannakis and Young [4] is a Lagrangian-relaxation algorithm. It
incorporates similar ideas of Garg and Könemann [2] in order to make the algorithm increment
primal and dual variables by the largest possible amount. We refer the interested reader to [4]
for a nice review over the related work on Lagrangian-relaxation algorithms.

Luby and Nisan [6] introduced a fast parallel approximation algorithm for covering and
packing LP’s. Their algorithm runs in O(polylog(N)ε−4) time using a linear number of
processors. We are not aware of any implementation of this algorithm. We suspect that this
approach will not work for large instances and small values of ε. For example, the algorithm
proposed by Luby and Nisan stops when the sum of the dual variables is small enough,
specifically when sum is less or equal to m−5/ε. This implies that already instances with
m > 7000 and ε = 0.05 (which is an average size input in our experiments) can not be solved
in double precision since m−5/ε underflows the range of double precision variables.

Young [10] described sequential and parallel algorithms that approximately solve more gen-
eral mixed packing and covering problems. His sequential algorithm takes O(md log(m)/ε2)
time, where m is the number of constraints and d is the maximum number of constraints
any variable appears in, while the complexity of the parallel algorithm is O(polylog(N)ε−4)
using a linear number of processors. However, the total number of operations of the parallel
algorithm is comparable to the sequential one.

This paper is structured in two main sections. In Section 2 we present the idea behind the
approximation algorithm from [4]. We also discuss our two parallel implementations of the
algorithm. Moreover, we present an efficient CUDA implementation for the computation of a
discrete random variate according to a dynamically changing set of weights, which as a tool
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might be of independent interest. Finally, in Section 3 we show experimental results comparing
our parallel implementation with the implementation by Koufogiannakis and Young [4].

2 Fast approximation schemes for packing/covering LP’s

For simplicity we can assume without loss of generality that c = e and b = e where e is
the vector of all ones. Any packing/covering LP can be transformed into such a form by
transforming the matrix A into A′ij = Aij/(bicj), bi 6= 0, cj 6= 0, and setting vectors b and c
to e. Note that if bi = 0 the primal problem can be reduced, and similarly if cj = 0 the dual
problem can be easily reduced.

We define the relative approximation error as:

Definition 1. Let ε > 0 be a constant. A (1 + ε)-approximation for (1) is a primal-dual
feasible pair (x, y) such that bT y ≤ (1 + ε)cTx.

For a given packing/covering LP we are interested in a (1 + ε)-approximate solution pair
(x, y).

2.1 The basic idea behind Lagrangian-relaxation algorithms

A fully polynomial-time approximation scheme (FPTAS) for (1) is an algorithm that finds an
(1 + ε)-approximate solution in time polynomial in n, m and 1

ε . We proceed to present such
a scheme. To get an intuition first it is helpful to recall the Lagrangian relaxation of the two
LPs:

max
AT x≤e, x≥0

eTx = max
x≥0

min
y≥0

(eTx+

n∑
j=1

yj(1− xTAj)) (2)

min
Ay≥e, y≥0

eT y = min
y≥0

max
x≥0

(eT y +

m∑
i=1

xi(1−Aiy)) (3)

where Ai an Aj denote the ith row and the jth column of A, respectively. Thus, we can think
of xi and yj as penalties that we pay for violating constrains i in the dual and j in the primal,
respectively. To put this into a procedure that gradually constructs a primal-dual pair we
start by initializing X(0) = 0 and Y (0) = 0; we think of Xi(t) (respectively, Yj(t)) as the
total penalty we pay for violating the primal constraint i (respectively, the dual constraint j)
up to time t. At time t, the values of X(t) and Y (t) will be updated to reflect the current
violation of the constraints. The intuition we get from (2) is that, if X(t− 1)TAj is ”large”,
then Yj(t) should be ”large”. Similarly, we intuitively get from (3) that if AiY (t− 1) is large
then Xi(t) should be ”small”. This seems, in a sense, similar to a fictitious play, which is not
surprising, if we recall the fact that a matrix game is equivalent to a pair of packing-covering
LPs ([5]). We note that the primal-dual pair (X,Y ) will not be a feasible pair of primal-dual
vectors during the construction process and hence we mark it with capital letters. At the
end of the construction an appropriate scaling will have to be made in order to guarantee
feasibility.
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2.2 Randomized algorithm and analysis

The basic principle of the algorithm is to update Xi(t) and Yj(t) by the same value δ(t) (at
time t), guaranteeing at the end of the procedure that the primal and dual objectives are the
same (since we assume that both b and c are the vectors of all ones). However, we have to
scale X(t) and Y (t) to guarantee feasibility. It is clear that the scaling factors for X(t) and
Y (t), should be respectively,

M(t) = max
j∈[n]
{X(t)TAj} and m(t) = min

i∈[m]
{AiY (t)}. (4)

In the following we will summarize the procedure of Koufogiannakis and Young [4], which
builds on ideas from [1] and [2]. The basic ingredients of the approach are:

• The use of a nonuniform update value δ(t). This would guarantee that the change
vectors A∆Y (t) and ∆X(t)TA are bounded by 1 in each component and, as we shall
see below, this is the only requirement needed to apply the necessary inequalities to
bound the potential increase.

• The distributions from which we sample are changed to maintain the (technical) prop-
erty that the expected changes A∆Y (t) and ∆X(t)TA are still proportional to q

|q| and
p
|p| , where q and p are given by

pi(t) = (1− ε)AiY (t−1) and qj(t) = (1 + ε)X(t−1)TAj . (5)

This will be needed for an essential cancellation step in the analysis of the potential
increase. In particular, the procedure below samples row i and column j, respectively,
with probabilities p̃i and q̃j , which are driven from the vectors p and q, and the matrix
A.

The algorithm runs until the value of M(t) becomes large enough, i.e. M(t) < T , for some
large enough selected value of T , and returns a (1+ε)-approximation with probability at least
1− γ, for some γ ∈ 〈0, 1/2]. To guarantee that the procedure terminates, the algorithm only
applies the sampling and update steps to the current active list L(t) = {i ∈ [m] : AiY (t−1) <
T} of dual constraints. As we shall see below, if no constraint is active we then have reached
the termination condition.

The basic steps of the algorithm are given with the following:

Algorithm 1 FPTAS for packing-covering LPs

1. X(0) := 0; Y (0) := 0; t := 1; and T :=
ln(nm

γ
)

ε2

2. while M(t) < T do
3. t := t+ 1
4. Pick i ∈ L(t) and j ∈ [n] with probabilities p̃i(t)

and q̃j(t)
5. Xi(t) := Xi(t−1)+δ(t); Yj(t) := Yj(t−1)+δ(t)

6. return (x(t), y(t)) = (X(t)
M(t) ,

Y (t)
m(t))
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We denote by ∆X(t) = δ(t)ei and ∆Y (t) = δ(t)ej , respectively, the changes in the vectors
X and Y in step 5. We can state the requirements we need to impose on the distributions p̃
and q̃ and the change δ(t) as follows

(i) Ai∆Y (t) ≤ 1 for all i ∈ L(t), and ∆X(t)TAj ≤ 1 for all j ∈ [n];

(ii) E[∆Y (t)] = α q(t)
|q(t)| and E[∆X(t)] = α p(t)

|p(t)| , for some constant α > 0;

(iii) max{maxi∈L(t)Ai∆Y (t),maxj∈[n] ∆X(t)TAj} ≥ 1
2 .

We refer the interested reader to the original paper by Koufogiannakis and Young [4] for the
construction of distributions p̃(t) and q̃(t) and the change δ(t) satisfying the above stated
requirements since the understanding of this is not necessary in order to understand the core
idea of their algorithm.

In the above and in what follows we assume that pi(t) = 0 if i 6∈ L(t). The set of following
inequalities will be useful in the analysis and can be easily proven.
Fact 1 For all ε ∈ (0, 1), x ∈ [0, 1], (1 + ε)x ≤ 1 + εx and (1− ε)x ≤ 1− εx.

Fact 2 For all ε ∈ [0, 1), ln(1+ε)

ln 1
1−ε
≥ 1− ε.

Fact 3 For all ε, ε ≤ ln 1
1−ε .

Fact 4 For all ε ∈ [0, 1], ln(1+ε)
ε ≥ 1− ε.

We state the following theorem together with the proof which is in the spirit very similar
to the theorem proven in [4].

Theorem 1. Let γ ∈ (0, 1/2]. Assume that p̃(t), q̃(t) and δ(t) satisfy (i), (ii), and (iii) for
all t. Then the Algorithm 1 terminates in at most 2(n + m)T iterations with a primal-dual
feasible pair. At termination, it holds with probability at least 1− γ that

eTx(t) ≥ (1− 2ε)eT y(t). (6)

Proof. Note that, at any iteration t, we maintain the invariant, eTX(t) = eTY (t). Thus, if at
a certain time t we have m(t) ≥ T then M(t) ≥ T also holds, for otherwise, m(t) ≥ T > M(t),

and hence, eT x(t)
eT y(t)

= m(t)
M(t) > 1, in contradiction with weak duality.

Now, the termination time follows from (iii) since, for each column j ∈ [n], X(t)TAj can
be updated, as the maximizer in (iii), at most 2T times before M(t) becomes at least T ;
similarly, for each row i ∈ L(t), AiY (t) can be updated (as the maximizer in (iii)) at most
2T times before i to goes out of the active list.

To show (6), we analyze the increase in the potential function Φ(t) = |p(t+ 1)||q(t+ 1)|,
conditioned on X(t− 1) and Y (t− 1) :

|p(t+ 1)| =

m∑
i=1

pi(t+ 1) =
∑

i∈L(t+1)

(1− ε)AiY (t) =
∑

i∈L(t+1)

(1− ε)Ai(Y (t−1)+∆Y (t))

=
∑

i∈L(t+1)

pi(t)(1− ε)Ai∆Y (t). (7)

By (i), 0 ≤ Ai∆Y (t) ≤ 1, and Fact 1 hence implies that (1 − ε)Ai∆Y (t) ≤ 1 − εAi∆Y (t).
Plugging this into (7), we get

|p(t+ 1)| ≤
∑

i∈L(t+1) pi(t)(1− εAi∆Y (t))

≤
∑

i∈L(t) pi(t)(1− εAi∆Y (t))

= |p(t)|
(

1− εp(t)TA∆Y (t)
|p(t)|

)
.
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Similarly, we can derive that

|q(t+ 1)| ≤ |q(t)|
(

1 +
ε∆XT (t)Aq(t)

|q(t)|

)
.

Thus,

Φ(t) = |p(t+ 1)||q(t+ 1)| ≤ |p(t)||q(t)|
[
1 + ε

(
∆XT (t)Aq(t)

|q(t)|
− p(t)TA∆Y (t)

|p(t)|

)
−ε2 ∆XT (t)Aq(t)

|q(t)|
· p(t)

TA∆Y (t)

|p(t)|

]
≤ Φ(t− 1)

[
1 + ε

(
∆XT (t)Aq(t)

|q(t)|
− p(t)TA∆Y (t)

|p(t)|

)]
,

where the last inequality follows from the non-negativity of A, ∆X(t) and ∆Y (t). Now taking
the expectation with respect to ∆X(t) and ∆Y (t), and using (ii), we get

E[Φ(t)] ≤ Φ(t− 1)

[
1 + ε

(
αp(t)TAq(t)

|p(t)||q(t)|
− αp(t)TAq(t)

|p(t)||q(t)|

)]
= Φ(t− 1),

and taking the expectations with respect to X(t − 1) and Y (t − 1) we get that E[Φ(t)] ≤
E[Φ(t− 1)]. Iterating, we get E[Φ(t)] ≤ Φ(0) = nm, and thus by Markov inequality it follows
with probability at least 1− γ that Φ(t) ≤ 1

γnm. This gives

(1− ε)AiY (t) · (1 + ε)X(t)tAj ≤ 1

γ
nm for all i ∈ L(t+ 1) and j ∈ [n], (8)

and after some algebraic manipulation we get

X(t)tAj
ln(1 + ε)

ln 1
1−ε

≤ AiY (t) +
ln(nmγ )

ln 1
1−ε

for all i ∈ L(t+ 1) and j ∈ [n]. (9)

Using Fact 2 and Fact 3, (9) reduces to

(1− ε)X(t)tAj ≤ AiY (t) +
ln(nmγ )

ε
for all i ∈ L(t+ 1) and j ∈ [n],

or, in other words,

(1− ε)M(t) ≤ AiY (t) + εT for all i ∈ L(t+ 1). (10)

By the stopping criterion, we have M(t) ≥ T , where t is the stopping time. Thus,

(1− 2ε)M(t) ≤ AiY (t) for i ∈ L(t+ 1) (by (10)) (11)

T ≤ AiY (t) for i 6∈ L(t+ 1) (by definition of L(t+ 1)). (12)

Since M(t) ≤ T + 1 by assumption (i) (since M(t− 1) < T ), we get by (12), for i 6∈ L(t+ 1),

AiY (t) ≥M(t)− 1 ≥ (1− 2ε)M(t) (since M(t) ≥ T =
ln(nm

γ
)

ε2
≥ 1

2ε). (13)

(11) and (13) imply that m(t) ≥ (1−2ε)M(t) and this implies (6) since eTX(t) = eTY (t).
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2.3 Parallel implementation of Algorithm 1

CUDA is the computing engine in NVIDIA graphics processing units (GPUs). Since its
debut in early 2007, a variety of applications have been adopted for the CUDA architecture.
Usually, the performance improvement over previous state-of-the-art implementations is up
to two orders of magnitude. The CUDA programming interface provides almost Parallel
Random Access Machine (PRAM) architecture, if one uses the device memory alone. Due to
space limitations here, we will not go into any details about explaining that parallel computing
architecture developed by NVIDIA, but rather refere the interested reader to the large pool
of CUDA literature (see e.g. [8]).

Parallel implementation of randomized approach. Note that the Algorithm 1 is in
principle an iterative procedure. What is left to be parallelized is a singe iteration of the
procedure or, in our case, step 4, the maintenance of a list of active dual constraints L(t)
and computation of δ(t). While the maintenance of list of active constraints L(t) is fairly
straightforward, the efficient parallel computation of δ(t) for a given pair of indices (i, j)
depends on the efficient computation of the largest active entry in row i and the largest entry
in column j (see [4] for more details). For that reason we preprocess the matrix A such that
the total work of the algorithm required for the computations of the largest entries in rows and
columns is at most O(nm) whereas the work of [4] require the total work for δij proportional
to the number of non-zeroes in the system matrix A due to the sparse representation of the
matrix they use. We note, though, that our target input instances are large and relatively
dense matrices suitable for massive parallelism provided by the architecture of GPU’s.

What is left to be explained is computation of step 4. Note that this problem is in fact
the problem of generating a random variate distributed according to a dynamically changing
set of weights. The problem is stated formally as follows: Given elements 1, 2, . . . , N and
their respective weights w1, w2, . . . , wN ≥ 0, we want to generate a random variate that has
value j with probability wj/

∑
1≤i≤N wi. Here we consider even more challenging dynamic

case, in which the weights of the elements can be updated dynamically. In Algorithm 1 the
probabilities p̃i(t) and q̃j(t) will always get updated after the selection of the (i, j) pair of
indices. The data structures proposed in [7, 3] allow random sampling from the distribution
as well as updating of entries in O(1) time. However, the constant factors in the running
times are moderately large, and they implicitly or explicitly require that the probabilities
being sampled remain in a polynomially bounded range. Hence, we adopted the following
approach, that showed to be very efficient in CUDA setting.

We created the binary tree data structure which saves sums of weights in a following way.
To ease the construction and without loss of generality we assume that the number of weights
N is a power of 2. In the bottom-most level (leaves of the tree) we save the N weights. We
create the level above by adding-up the neighboring weights w1 +w2, w3 +w4, . . . , wN−1 +wN
and proceed in a similar fashion all the way up to the root (see Figure 1, left). Note that
such a tree construction can be efficiently maintained in an array of size 2N − 1. Hence, in
level l and position k we have the sum of the weights from level l + 1 and positions 2k − 1
and 2k. This is exactly the information we will use when, for some value of X, we need to
find the index h in the leaves of the tree such that

∑h
i=1wi ≤ X and X <

∑h+1
i=1 wi hold (see

Figure 1, right).
We note that building up such a tree follows the idea of the parallel reduction step for

summing N weights, and this construction has only slight overhead compared to a simple
parallel calculation of the sum via reduction.
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Figure 1: Building the tree (left). Example of searching with X = 11 (right): (1) check X
against 10, i.e. the sum at position root minus 2; (2) since X > 10, update X = X − 10 and
continue search at the right child; (3) since X ≤ 11, continue search at the left child; (4)
since X ≤ 5 we take the position one to the left since we are at the bottom most level and
quit.

Moreover, in order to make Algorithm 1 more parallelizable and in order to decrease
the number of tree reconstructions, we select the K randomly chosen i’s and j’s and make
K updates in each iteration, blending the idea from above with the single (i, j) algorithm.
From the side of two-player zero-sum game, it seems that the player’s choice is based on the
opponents history that is updated not after one but after K steps. Note that all K random
experiments can be done in parallel. Hence, we will tend to select K as large as possible, but
still not too large in order not to deviate too much from the original random process.

Parallel implementation of derandomized approach. Recall the three requirements,
(i)-(iii) that we needed to impose on the probability distributions and the change δ(t) such
that Theorem 1 holds. The main idea we use in the derandomization of the Algorithm 1 is
instead of updating a single random Xi and Yj at each iteration, where i and j are chosen
from p̃ and q̃, to update primal and dual vectors deterministically X = X + αq/|q| and
Y = Y +αp/|p|, such that requirements (i) and (iii) still hold, i.e. choose the largest possible
scalar α so that no AiY or XTAj increases by more than 1. In order to do so, we compute
α such that the following holds:

max{max
i
{Ai(α

p

|p|
)},max

j
{(α q

|q|
)TAj}} = 1. (14)

Note that with this derandomization step we do not have to do preprocessing of matrix A
any more since we do not need an efficient procedure for computing the largest row and
column entries. However, the major advantage of this approach is that it should allow for
a larger step per single iteration of the algorithm, leading to fewer iterations. In practice,
we noticed that the larger the ε is the more aggressive changes to the components of vectors
p and q happen, leading to faster convergence to the optimal solution. On the other hand,
any changes to p and q, in order to keep the correctness of the algorithm, should maintain
the non-increasing property of the potential Φ(t) and the correctness of inequality (8) from
the proof of Theorem 1. With that respect we will typically proceed the computation of
Algorithm 1 with

pi(t) = (1− ε′)AiY (t−1) and qj(t) = (1 + ε′)X(t−1)TAj , (15)
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where 1 > ε′ ≥ ε denotes the largest value such that inequality (8) for the value of ε remains
true so that the analysis of the theorem stays the same. Unfortunately, it is not evident how
to determine a proper value of ε′ before the computation starts. Hence, we would typically
select some large value for ε′, and, if during the computation of the algorithm in some iteration
the inequality (8) gets violated for the value of ε, drop the computation and restart with the
new smaller ε′ = max{ε, ε′/2}. This search procedure for determining the proper value of
ε′ does not affect the correctness and will allow for much faster convergence and decrease in
the number of iterations for large classes of inputs, as we will demonstrate in our empirical
results.

The disadvantage of computing α such that (14) holds is that in each iteration of the
algorithm a matrix-vector multiplication has to be computed. However, CUDA is known
for efficient methods implementing matrix-matrix or matrix-vector multiplication in parallel
(see [8], [9]) and a speedups of over 100 of GPU over CPU have been reported.

3 Experiments

We conducted extensive experiments on different test data and using different parameters for
our algorithms.

All running times were measured on a quad-core Intel 2.80 MHz i5 CPU with 8GB of
RAM, running the NVIDIA Tesla C2070 general purpose GPU with 6GB of RAM. The nice
feature of Tesla cards is the possibility of double-precision floating-point calculations, which
we will extensively use in our computations. Tesla C2070 contains 448 massively threaded
cores clocked to 1.15 GHz that can run more than 30 000 threads in parallel with high memory
bandwidth of 144 GB/sec.

We consider two types of input in our experiments. The first type of input consists of a
set of matrices with entries coming from the set {0, 1} where the probability of 1 is equal to
1/2d. In our case we assume that d ∈ {1/2, 1, 2}, i.e. the probabilities that a matrix entry is
equal to 1 are 1/

√
2, 1/2 and 1/4, respectively. The parameter d is usually referred to as the

matrix density. It is necessary to run our implementation on such type of input in order to
be comparable with empirical results that are given by Koufogiannakis and Young [4]. The
second type of input consists of a set of matrices where the density d determines the number
of non-zero rationals that are uniformly distributed over [0, 100]. With such a type of input
we will try to simulate more general matrices for the problem. Most of the experiments will be
directly compared with the original sequential algorithm since the source code of it has been
provided to us by the courtesy of Neal E. Young. Their implementation uses sparse matrix
representation, and profits if the number of non-zero elements is not too large even in the
case of large input matrix. More precisely, the number of operations per row or per column is
proportional to the number of non-zeros rather than to m or n. Moreover, the computation
of their sequential algorithm is completely moved to integer arithmetic in order to maintain
the vectors x and y. Unfortunately, the disadvantage of our approach with that respect is
that we had to move back to floating point arithmetic. However, on our input matrices and
for our test values of ε we did not notice any significant numerical instabilities.

Experimental analysis of the parallel randomized algorithm. Recall that we select
K randomly chosen (i, j) pairs and make K updates in each iteration in order to minimize the
overall time needed for the reconstruction of our tree data structures from which we sample
random variates. Incorporating this step leads to a significant speed up in the computation
(see Figure 2, right).
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Figure 2: The dependence on the quality of the returned solution for the fixed value of
ε = 0.005 and n = m = 3000, with the increase of K is shown (left). The large the value of
K, the faster the computation (right).

m n d eps GPU total CPU total CPU/GPU GPU pdgap CPU pdgap

5000 5000 0.5 0.02 4.947 108.217 21.9 0.98260 0.98546
5000 5000 1.0 0.02 5.443 99.690 18.3 0.97632 0.98097
5000 5000 2.0 0.02 7.559 86.660 11.5 0.96620 0.97475
5000 5000 0.5 0.01 7.503 379.625 50.6 0.99143 0.99225
5000 5000 1.0 0.01 9.280 356.685 38.4 0.98808 0.98880
5000 5000 2.0 0.01 15.640 323.386 20.7 0.98257 0.98786
5000 5000 0.5 0.005 16.555 1437.926 86.9 0.99533 0.99628
5000 5000 1.0 0.005 22.106 1358.218 61.4 0.99295 0.99468
5000 5000 2.0 0.005 43.708 1245.801 28.5 0.98878 0.99420

Table 1: Experiments on 0/1 matrices of parallel randomized GPU implementation with
K = b1/εc − 1, versus randomized CPU implementation by [4]. The complete measurements
are reported in Appendix A.1.

However, the quality of a solution decreases by increasing the value of K because the
distributions from which random pairs are chosen become less precise (see Figure 2, left). The
non-tightness of the theoretical analysis of Theorem 1, however, makes our implementation
fairly robust to large values of K, especially when the dimension of the input increases. In
all our experiments we fix the value of K to K = b1/εc − 1.

In Table 1 we report parts of the measurements for 0/1 matrices of size 5000× 5000, and
in Table 2 we report parts of the measurements for rational matrices of size 4125 × 6350,
for different values of ε and density parameter d. Note that due to the large K our primal-
dual gap (pdgap) is always slightly below the one returned by the sequential computation.
However, the speed-up we obtain is between one to two orders of magnitude for 0/1 matrices,
and slightly less for rational matrices.

Experimental analysis of the parallel derandomized algorithm. The derandomized
implementation of Algorithm 1 provides additional speed up in the computation without a
loss in the primal-dual gap (as it was the case with the choice of parameter K). We report
in Table 3 the comparisons for different size 0/1 inputs to the sequential algorithm from [4].
Our parallel implementation calculates the primal-dual gap in each iteration and aborts im-
mediately when the primal-dual gap is satisfied, i.e. the gap is within an ε error. Calculating
the primal-dual gap turned out not to be very time consuming in the CUDA parallel setting
(typically takes less then 1% of the overall computation time). By implementing the binary-
search for determining the proper value of ε′, as it was described in previous section, we are
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m n d eps GPU total CPU total CPU/GPU GPU pdgap CPU pdgap

4125 6350 0.5 0.01 13.142 323.878 24.64 0.98189 0.98935
4125 6350 0.5 0.005 33.843 1264.592 37.37 0.99061 0.99419
4125 6350 1.0 0.01 17.449 383.578 21.98 0.97665 0.98742
4125 6350 1.0 0.005 48.328 1497.695 30.99 0.98836 0.99399
4125 6350 2.0 0.01 34.037 337.450 9.91 0.97495 0.98508
4125 6350 2.0 0.005 109.076 1341.826 12.30 0.98578 0.99392

Table 2: Experiments on rational numbers from [0, 100] of parallel randomized GPU imple-
mentation with K = b1/εc−1, versus randomized CPU implementation by [4]. The complete
measurements are reported in Appendix A.2.

m n d eps GPU total CPU total CPU/GPU GPU pdgap CPU pdgap

1000 1000 1.0 0.005 1.2904 93.040 72.10 0.995 0.9959
3000 3000 1.0 0.005 3.7430 518.645 138.56 0.99501 0.99468
5000 5000 1.0 0.005 8.9005 1350.513 151.73 0.99501 0.99468
7500 5000 1.0 0.005 26.3475 1669.840 63.38 0.99500 0.99515

Table 3: Measurements are done on 1/0 matrices for fixed values of ε and d. The value of ε′ is
initialized to 0.5. The complete measurements are reported in Appendix B.1.

m n d eps GPU total CPU total CPU/GPU GPU iter CPU iter

4125 6350 0.5 0.01 8.7317 321.099 36.77 2072 2399524
4125 6350 0.5 0.005 17.6953 1261.820 71.31 4202 9528895
4125 6350 1.0 0.01 9.7564 380.822 39.03 2316 3446194
4125 6350 1.0 0.005 19.4740 1494.940 76.77 4622 13704661
4125 6350 2.0 0.01 9.8993 336.235 33.97 2350 6936538
4125 6350 2.0 0.005 23.1292 1340.610 57.96 5493 27577492

Table 4: Measurements are done on rational numbers from [0, 100]. The value of ε′ is initialized to
0.5. The complete measurements are reported in Appendix B.2.

able to significantly improve the running time of our implementation but keeping the cor-
rectness of the computation. The speed-up factors reported in Table 3 are on average about
two orders of magnitude. We can attribute such high speed-up factor mainly due to the very
small number of iterations needed for the algorithm to converge. As we already discussed, this
approach leads to more computation per iteration because all variables in primal and dual are
updated at once and a matrix-vector computation has to be done, but fewer iterations of the
while-loop which is more suitable for parallel implementations. In Table 4 we compare the
number of iterations of the parallel and the sequential algorithm for a fixed size of a rational
matrix and different values of ε and d. Hence, the parallel deterministic algorithm is slower
per iteration, but it converges much faster to the optimal solution.

Acknowledgments. We would like to thank Neal E. Young for suggestions regarding the par-
allelization of his algorithm and for sharing the code of his sequential implementation with us. We
would also like to thank Khaled Elbassioni for letting us use his lecture notes about fast approximation
schemes for packing and covering LPs.
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A Evaluation of randomized parallel algorithm

A.1 Experiments on 0− 1 matrices

m n d eps GPU preproc GPU copy GPU comp GPU total CPU preproc CPU comp CPU total CPU / GPU GPU pdgap CPU pdgap

5000 5000 0.5 0.02 3.246 0.220 1.480 4.947 10.936 97.281 108.217 21.9 0.98260 0.98546
5000 5000 1.0 0.02 3.356 0.016 2.070 5.443 7.761 91.929 99.690 18.3 0.97632 0.98097
5000 5000 2.0 0.02 3.309 0.016 4.233 7.559 3.795 82.865 86.660 11.5 0.96620 0.97475
5000 5000 0.5 0.01 3.244 0.055 4.204 7.503 10.964 368.661 379.625 50.6 0.99143 0.99225
5000 5000 1.0 0.01 3.357 0.016 5.907 9.280 7.738 348.947 356.685 38.4 0.98808 0.98880
5000 5000 2.0 0.01 3.309 0.016 12.314 15.640 3.710 319.677 323.386 20.7 0.98257 0.98786
5000 5000 0.5 0.005 3.246 0.054 13.255 16.555 10.922 1427.003 1437.926 86.9 0.99533 0.99628
5000 5000 1.0 0.005 3.353 0.016 18.736 22.106 7.705 1350.513 1358.218 61.4 0.99295 0.99468
5000 5000 2.0 0.005 3.309 0.016 40.382 43.708 3.687 1242.115 1245.801 28.5 0.98878 0.99420

10000 10000 2.0 0.005 12.987 0.018 78.551 93.628 15.678 3227.315 3242.993 34.6 0.99181 0.99300
12500 10000 0.5 0.02 17.430 0.116 2.906 20.452 > 1 hour 0.98295
12500 10000 0.5 0.01 17.431 0.078 8.717 26.225 > 1 hour 0.99206
12500 10000 0.5 0.005 17.430 0.078 28.636 46.144 > 1 hour 0.99573
12500 10000 1.0 0.02 17.992 0.078 4.113 22.183 > 1 hour 0.97755
12500 10000 1.0 0.01 17.992 0.078 12.244 30.314 > 1 hour 0.98783
12500 10000 1.0 0.005 17.992 0.078 40.409 58.479 > 1 hour 0.99395
12500 10000 2.0 0.02 17.732 0.078 8.350 26.160 > 1 hour 0.97130
12500 10000 2.0 0.01 17.733 0.078 25.775 43.586 > 1 hour 0.98438
12500 10000 2.0 0.005 17.733 0.078 88.357 106.167 > 1 hour 0.99181
10000 12500 0.5 0.02 17.022 0.116 2.856 19.994 > 1 hour 0.98200
10000 12500 0.5 0.01 17.022 0.078 8.450 25.549 > 1 hour 0.99147
10000 12500 0.5 0.005 17.023 0.078 27.590 44.691 > 1 hour 0.99544
10000 12500 1.0 0.02 16.743 0.078 4.044 20.865 > 1 hour 0.97673
10000 12500 1.0 0.01 16.745 0.078 11.936 28.759 > 1 hour 0.98927
10000 12500 1.0 0.005 16.742 0.078 39.043 55.863 > 1 hour 0.99355
10000 12500 2.0 0.02 17.045 0.078 8.309 25.433 > 1 hour 0.97063
10000 12500 2.0 0.01 17.043 0.078 25.371 42.493 > 1 hour 0.98497
10000 12500 2.0 0.005 17.049 0.078 87.165 104.292 > 1 hour 0.99186
20000 20000 0.5 0.02 55.481 2.528 4.704 62.713 > 1 hour 0.98264
20000 20000 0.5 0.01 55.274 2.402 14.605 72.281 > 1 hour 0.99193
20000 20000 0.5 0.005 55.270 2.392 49.461 107.123 > 1 hour 0.99588
20000 20000 1.0 0.02 56.410 2.278 6.614 65.302 > 1 hour 0.97826
20000 20000 1.0 0.01 56.410 2.274 20.586 79.270 > 1 hour 0.98816
20000 20000 1.0 0.005 56.400 2.274 69.545 128.219 > 1 hour 0.99431
20000 20000 2.0 0.02 55.957 2.310 13.881 72.148 > 1 hour 0.97130
20000 20000 2.0 0.01 56.013 2.275 44.173 102.461 > 1 hour 0.98525
20000 20000 2.0 0.005 55.970 2.274 96.447 154.691 > 1 hour 0.99235
25000 25000 1.0 0.02 89.427 2.476 8.115 100.018 > 1 hour 0.97805
25000 25000 1.0 0.01 89.452 2.521 25.576 117.549 > 1 hour 0.98891
25000 25000 1.0 0.005 89.402 2.505 87.628 179.535 > 1 hour 0.99435



A.2 Experiments on rational matrices

m n d eps GPU preproc GPU copy GPU comp GPU total CPU preproc CPU comp CPU total CPU / GPU GPU pdgap CPU pdgap

4125 6350 0.5 0.01 3.547 0.067 9.528 13.142 2.779 321.099 323.878 24.64 0.98189 0.98935
4125 6350 0.5 0.005 3.547 0.067 30.229 33.843 2.772 1261.820 1264.592 37.37 0.99061 0.99419
4125 6350 1.0 0.01 3.500 0.067 13.882 17.449 2.756 380.822 383.578 21.98 0.97665 0.98742
4125 6350 1.0 0.005 3.501 0.067 44.760 48.328 2.755 1494.940 1497.695 30.99 0.98836 0.99399
4125 6350 2.0 0.01 3.446 0.067 30.524 34.037 1.215 336.235 337.450 9.91 0.97495 0.98508
4125 6350 2.0 0.005 3.445 0.067 105.564 109.076 1.216 1340.610 1341.826 12.30 0.98578 0.99392
4300 7200 0.5 0.01 4.236 0.072 10.387 14.695 3.337 362.379 365.716 24.89 0.98304 0.98887
4300 7200 0.5 0.005 4.234 0.072 32.844 37.150 3.335 1421.520 1424.855 38.35 0.98990 0.99421
4300 7200 1.0 0.01 4.172 0.072 15.113 19.357 3.304 428.226 431.53 22.29 0.98018 0.98696
4300 7200 1.0 0.005 4.174 0.072 49.160 53.406 3.307 1683.850 1687.157 31.59 0.98930 0.99358
4300 7200 2.0 0.01 4.076 0.072 33.512 37.660 1.455 382.525 383.980 10.20 0.97383 0.98520
4300 7200 2.0 0.005 4.076 0.072 117.610 121.758 1.456 1516.190 1517.646 12.46 0.98698 0.99323
5100 3700 0.5 0.01 2.463 0.060 8.177 10.700 2.022 254.274 256.294 23.95 0.98356 0.98888
5100 3700 0.5 0.005 2.462 0.060 25.835 28.357 2.024 993.606 995.630 35.11 0.99161 0.99460
5100 3700 1.0 0.01 2.416 0.060 11.710 14.186 2.021 315.525 317.546 22.38 0.98009 0.98700
5100 3700 1.0 0.005 2.416 0.060 37.599 40.075 2.023 1243.110 1245.133 31.07 0.98908 0.99386
5100 3700 2.0 0.01 2.329 0.060 25.159 27.548 0.880 278.869 279.749 10.15 0.97616 0.98605
5100 3700 2.0 0.005 2.328 0.060 85.965 88.353 0.879 1116.870 1117.749 12.65 0.98770 0.99304

Measurements in above two tables are done on 0/1 and rational matrices, respectively, where r and c denote the number of rows
and columns, respectively, and d denotes the density, i.e. the probability of 1 is 1/2d. GPU * are times for our parallel randomized
implementation. CPU * are times for sequential implementation. The value of K is set to K = b1/εc − 1. Note that we intentionally
stopped measuring the sequential implementation on large 0/1 inputs due to its large time consumption. Larges input that still fits
in the 6GB of RAM of TESLA C2070 card is 25000× 25000 where each matrix entry is represented with a single byte.



B Evaluation of derandomized parallel algorithm

B.1 Experiments on 0− 1 matrices

m n d eps GPU total CPU total CPU / GPU GPU pdgap CPU pdgap

1000 1000 0.5 0.02 0.1757 7.192 40.93 0.98003 0.98734
1000 1000 0.5 0.01 0.3846 28.593 74.34 0.99002 0.99334
1000 1000 0.5 0.005 0.7874 113.491 144.13 0.995 0.99646
1000 1000 1.0 0.02 0.1922 5.906 30.73 0.98008 0.98164
1000 1000 1.0 0.01 0.4466 23.524 52.67 0.99003 0.98981
1000 1000 1.0 0.005 1.2904 93.040 72.10 0.995 0.9959
3000 3000 0.5 0.02 0.7893 37.873 47.98 0.98003 0.98466
3000 3000 0.5 0.01 1.6617 146.058 87.90 0.99001 0.99215
3000 3000 0.5 0.005 3.4553 570.971 165.24 0.99500 0.99636
3000 3000 1.0 0.02 0.8238 33.480 40.64 0.98002 0.97968
3000 3000 1.0 0.01 1.7506 131.058 74.86 0.99001 0.98958
3000 3000 1.0 0.005 3.7430 518.645 138.56 0.99501 0.99468
3000 3000 2.0 0.02 0.9064 29.785 32.86 0.98011 0.97428
3000 3000 2.0 0.01 2.1649 120.967 55.88 0.99006 0.98702
3000 3000 2.0 0.005 8.3147 481.969 57.97 0.99501 0.99425
5000 5000 0.5 0.02 1.8861 97.281 51.58 0.98002 0.98546
5000 5000 0.5 0.01 3.9630 368.661 93.03 0.99000 0.99225
5000 5000 0.5 0.005 8.0292 1427.003 177.73 0.99500 0.99628
5000 5000 1.0 0.02 2.1317 91.929 43.12 0.98008 0.98097
5000 5000 1.0 0.01 4.4181 348.947 78.98 0.99002 0.98880
5000 5000 1.0 0.005 8.9005 1350.513 151.73 0.99501 0.99468
5000 5000 2.0 0.02 2.3196 82.865 35.72 0.98002 0.97475
5000 5000 2.0 0.01 5.0311 319.677 63.54 0.99001 0.98786
5000 5000 2.0 0.005 11.6687 1242.115 106.45 0.99500 0.99420
7500 5000 0.5 0.02 5.5769 119.440 21.42 0.98001 0.98395
7500 5000 0.5 0.01 11.8812 456.848 38.45 0.99000 0.99304
7500 5000 0.5 0.005 25.1070 1784.140 71.06 0.99500 0.99623
7500 5000 1.0 0.02 5.8206 110.954 19.06 0.98000 0.98097
7500 5000 1.0 0.01 12.3855 428.780 34.62 0.99000 0.99017
7500 5000 1.0 0.005 26.3475 1669.840 63.38 0.99500 0.99515
7500 5000 2.0 0.02 6.4543 93.873 14.54 0.98000 0.97410
7500 5000 2.0 0.01 13.5875 368.485 27.12 0.99000 0.98799
7500 5000 2.0 0.005 28.3920 1447.28 50.97 0.99500 0.99364

10000 10000 2.0 0.005 38.2747 3227.315 84.32 0.99502 0.99300



B.2 Experiments on rational matrices

m n d eps GPU total CPU total CPU / GPU GPU numiter CPU numiter GPU pdgap CPU pdgap

4125 6350 0.5 0.01 8.7317 321.099 36.77 2072 2399524 0.99001 0.98935
4125 6350 0.5 0.005 17.6953 1261.820 71.31 4202 9528895 0.99500 0.99419
4125 6350 1.0 0.01 9.7564 380.822 39.03 2316 3446194 0.99001 0.98742
4125 6350 1.0 0.005 19.4740 1494.940 76.77 4622 13704661 0.99501 0.99399
4125 6350 2.0 0.01 9.8993 336.235 33.97 2350 6936538 0.99001 0.98508
4125 6350 2.0 0.005 23.1292 1340.610 57.96 5493 27577492 0.99501 0.99392
4300 7200 0.5 0.01 10.6363 365.907 34.40 2152 2423592 0.99002 0.98887
4300 7200 0.5 0.005 21.9537 1421.520 64.75 4436 9630422 0.99500 0.99421
4300 7200 1.0 0.01 11.3841 428.266 37.62 2301 3485681 0.99001 0.98696
4300 7200 1.0 0.005 23.1721 1683.850 72.67 4685 13859039 0.99501 0.99358
4300 7200 2.0 0.01 12.8083 382.525 29.87 2590 7017376 0.99001 0.98520
4300 7200 2.0 0.005 27.5918 1516.190 54.95 5578 27888545 0.99501 0.99323
5100 3700 0.5 0.01 6.3221 254.274 40.22 2068 2316746 0.99001 0.98888
5100 3700 0.5 0.005 13.4800 993.606 73.71 4414 9224850 0.99500 0.99460
5100 3700 1.0 0.01 6.8867 315.525 45.82 2253 3325406 0.99001 0.98700
5100 3700 1.0 0.005 14.6239 1243.110 85.01 4784 13219575 0.99500 0.99387
5100 3700 2.0 0.01 7.7929 278.869 35.79 2551 6630140 0.99000 0.98605
5100 3700 2.0 0.005 16.6286 1116.870 67.17 5444 26372988 0.99500 0.99304

Measurements in tables B.1 and B.2 are done on 0/1 and rational matrices, respectively, where m and n denote the number of rows
and columns, respectively, and d denotes the density, i.e. the probability of 1 is 1/2d. GPU * are times for our parallel derandomized
implementation. CPU * are times for sequential implementation. Note that in the last table we include two columns with exact
number of iterations of paralle and sequential algorithm.
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